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Summary
Network function virtualization (NFV) places network functions onto the virtual machines (VMs) of physical machines (PMs) located in data centers. In
practice, a data flow may pass through multiple network functions, which collectively form a service chain across multiple VMs residing on the same or different
PMs. Given a set of service chains, network operators have two options for placing them: (a) minimizing the number of VMs and PMs so as to reduce the server
rental cost or (b) placing VMs running network functions belonging to the same
service chain on the same or nearby PMs so as to reduce the network delay. In
determining the optimal service chain placement, operators face the problem
of minimizing the server cost while still satisfying the end-to-end delay constraint. The present study proposes an optimization model to solve this problem
using a nonlinear programming (NLP) approach. The proposed model is used
to explore various operational problems in the service chain placement field.
The results suggest that the optimal cost ratio for PMs with high, hybrid, and
low capacity, respectively, is equal to 4:2:1. Meanwhile, the maximum operating
utilization rate should be limited to 55% in order to minimize the rental cost.
Regarding quality of service (QoS) relaxation, the server cost reduces by 20%,
30%, and 32% as the end-to-end delay constraint is relaxed from 40 to 60, 80, and
100 ms, respectively. For the server location, the cost decreases by 25% when the
high-capacity PMs are decentralized rather than centralized. Finally, the cost
reduces by 40% as the repetition rate in the service chain increases from 0 to 2.
A heuristic algorithm, designated as common sub chain placement first (CPF),
is proposed to solve the service chain placement problem for large-scale problems (eg, 256 PMs). It is shown that the proposed algorithm reduces the solution
time by up to 86% compared with the NLP optimization model, with an accuracy
reduction of just 8%.
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I N T RO DU CT ION

Network functions play a critical role in any network and are used to provide a wide range of services, including network
security and router processing. However, network functions have a high cost and must therefore be carefully deployed.
The network function cost comprises two components, namely, the management cost and the operational cost. Network
functions are typically provided by customized equipment, and hence, a large human management cost is incurred in
setting up the related equipment one by one. In addition, the customized equipment used to provide network functions
usually has the form of specialized hardware, such as routers or firewalls, which can process large quantities of packets,
but are expensive. In addition, such hardware tends to have poor flexibility. For example, when a network function is
operated under low traffic load conditions, or during the off-peak period, all the related equipment must still be kept
running despite the low occupancy rate, and hence, a large proportion of the server rental cost is effectively wasted.
Network function virtualization (NFV) mitigates these problems by using software to implement the required network functions rather than traditional specialized hardware. By doing so, both the management cost and the operational
cost can be significantly reduced since the network functions can be centralized and placed on the same X86 computer.
Furthermore, by using NFV, it is possible to adjust the quantity of virtual machines (VMs) in operation dynamically in
accordance with changes in the network load so as to reduce the server rental cost while still maintaining the required
quality of service (QoS).
With the technical assistance of NFV, it is easy for a service provider to place the required services onto VMs. These
services may be provided by either a single network or by multiple network functions which collectively form a service
chain. For example, in a network security service chain, the packets from the customers are first subject to an initial check
at the firewall, and any suspicious packets are then sent to an intrusion detection system (IDS) for further checking.
However, to gain the full benefits of NFV, the service chain placement must be carefully optimized such that the rental
cost is reduced and the required end-to-end delay constraint is still satisfied. The rental cost scales proportionally with the
number of VMs operated within physical machines (PMs). Hence, by placing repeated services on the same VM so as to
decrease the total number of VMs, the rental cost can be substantially reduced. However, the end-to-end delay comprises
two components, namely, the network delay and the server delay. Thus, while increasing the number of network functions
implemented on the same PM reduces the network delay, the processing capacity is reduced, and hence, the server delay
may increase. By contrast, when the services in a service chain are placed on physically remote PMs, the network delay
increases. A challenge therefore exists in properly controlling the placement of the network functions so as to achieve an
acceptable tradeoff between the rental cost and the network performance.
As shown in Table 1, the literature contains many studies on NFV. For example, the authors in Savi et al,1 Zhang et al,2
Zeng et al,3 and Bouet et al4 discussed the service chain placement problem, while those in Moens and Turck,5 Addis
et al,6 and Luizelli et al7 examined the VM placement problem and attempted to minimize the number of PMs or the
number of instances. Lin et al8,9 similarly addressed the VM placement problem. In general, solving the service chain
placement problem involves two steps, namely, VNF-CC (ie, the service chain composition problem) and VNF-FGE (ie,
the forwarding graph embedding problem). Gupta et al10 provided feasible solutions for both problems.
Although the studies above provide effective methods for minimizing the service chain placement cost, they neglect
the QoS constraints imposed on the service chains. As a result, the service experience of the user may be significantly
impaired. Accordingly, the present study proposes an optimization model designed to minimize the rental cost of service
chain placement while simultaneously satisfying the specified end-to-end delay constraint. The optimization model is
used to explore various related problems, including (a) the optimum arrangement of network functions that minimizes the
placement cost under different PM processing abilities; (b) the effects of the end-to-end delay constraint on the optimum
arrangement of the network functions; (c) the effect of the PM utilization rate on the cost; and (d) the effect of service
repetition on the cost appropriate matches when choosing service chaining.
The main contributions of the present study can be summarized as follows. (a) The service chain placement problem
is solved using an optimization model based on a nonlinear programming (NLP) approach and a heuristic algorithm
designated as common sub chain placement first (CPF). (b) Five key strategies are identified by the NLP optimization
model for reducing the server rental cost, namely, (i) renting low-capacity PMs, (ii) relaxing the QoS constraint, (iii)
increasing the service repetition rate, (iv) decentralizing the high-capacity PMs, and (v) controlling the system utilization
at 55%. (c) The performance of the CPF algorithm is evaluated and is shown to yield an effective improvement in the
solution time compared with that of the NLP optimization model.
The remainder of this paper is organized as follows. Section 2 presents the related work. Section 3 introduces the system
architecture and proposed optimization model. Section 4 presents and discusses the experimental results. A heuristic
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TABLE 1 Reference comparison table
Category
Minimize cost

Multiobjective

Minimize #PM/VM

Paper Comparison
Paper
Our paper
Lin et al8
Lin et al9
Zhang et al2
Zeng et al3
Cohen et al11
Bouet et al12
Ghaznavi et al13
Bouet et al4
Khebbache et al14
Soualah et al15
Jang et al16
Gupta et al10
Riggio et al17
Khebbache et al18
Baek et al19
Kuo et al20
Moens and Turck5
Addis et al6
Savi et al1
Luizelli et al7

Objective
Min cost
Min cost
Min cost
Min cost
Min cost
Min cost
Min cost
Min operation cost
Min cost
Min cost
Min cost
Min resource usage
Max remaining network resources
Multiobjective (data rate, node, and latency)
Multiobjective
Min latency
Min network resource consumption
Min PM
Min number core
Min NFV node
Min instance

Heuristic
Y
N
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
N
N
N
Y

VNF-FGE
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
N
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

VNF-CC
Y
N
N
N
N
N
N
N
N
Y
Y
N
Y
N
N
Y
N
N
N
N
N

Abbreviations: NFV, network function virtualization; PM, physical machine; VM, virtual machine.

algorithm for solving large-scale service chain placement problems is additionally introduced. Finally, Section 5 provides
some brief concluding remarks and indicates the intended direction of future research.

2

RELATED WORK

This section commences by introducing existing proposals for obtaining optimal solutions to the service chain placement
problem. Several heuristic techniques for minimizing the rental cost of service chain placement are then briefly described.

2.1

Optimization solutions

Linear programming algorithms provide an effective means of solving many different types of optimization problems.
Problems with low complexity are generally solved using software tools such as CPLEX and GLPK.21 Previous studies on
the service chain placement problem consider five main aspects, namely, (a) minimizing the number of PMs (Moens and
Turck5 ); (b) minimizing the network resource usage (Jang et al16 ); (c) adapting the service chain placement to the traffic
flow (Gupta et al10 and Addis et al6 ); (d) maintaining the load balance at the data center (Addis et al6 ); and (e) performing
service chain placement subject to physical resource constraints Lin et al.8
Broadly speaking, the studies above consider two objectives: (a) reducing the number of PMs, VMs, and used cores,
and (2) minimizing the rental cost. Regarding the first objective, the studies in Savi et al,1 Moens and Turck,5 Addis et al,6
and Luizelli et al7 solve the service chain placement problem subject to three constraints, namely, (a) the server capacity,
(b) the link capacity, and (c) the placement of just one service on each VM. The study in Moens and Turck5 adopts an
additional end-to-end delay constraint. As described above, the end-to-end delay comprises two components, namely, the
network delay and the server delay. The network delay is equal to the product of the covered path length and a certain
constant value, where this value depends on the unit cost. Meanwhile, the server delay is calculated as the product of
another constant value and the involved VM quantity (Addis et al6 and Luizelli et al7 ) or as a combination of the upscaling
latency and the context switching latency (Savi et al1 ).
However, the use of constant values to calculate the server delay is unrealistic. For example, under heavy traffic loads,
the queuing time increases compared with that under light loads, and hence, the server delay also increases. In other
words, the server delay is not in fact constant but varies with the processing load. Accordingly, the present study adopts
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M/M/1 queuing theory to more accurately model the server delay variation caused by the quantity of services placed on
a PM.
Regarding the second objective (ie, minimizing the rental cost), the rental cost comprises many different components,
including most notably the node cost and the link cost. However, the rental cost also includes the account deployment
cost (Lin et al8,9 ), the reassignment and migration cost (Ghaznavi et al13 ), and the distance cost of the service chain (Cohen
et al11 ). In attempting to minimize the rental cost, most previous studies consider three constraints, namely, (a) the server
capacity, (b) the link capacity, and (c) the placement of just one service per VM. However, the studies in Zhang et al2 and
Zeng et al3 impose an additional multicast path constraint since they mainly discuss a multicast scenario.
In attempting to minimize the rental cost, the present study focuses mainly on the node cost, ie, the server rental cost
paid by the consumer to the server provider. Notably, compared with previous studies, in which the rental cost is assumed
to have a constant value per PM (Bouras et al22 ), the present study assumes that the rental cost varies depending on the
capacity of the PM. Thus, the analysis provides a more realistic assessment of the effect of the PM capacity on the rental
cost when evaluating different service chain placement options.

2.2

Heuristic solutions

When solving problems of high complexity, it is frequently difficult to obtain a solution in good time using exact methods.
Accordingly, the use of heuristic algorithms is often preferred. For example, in previous studies aimed at minimizing the
rental cost of service chain placement, Ghaznavi et al13 presented a model to obtain a tradeoff between the bandwidth
and the host resource consumption, while Cohen et al11 adopted a rounding-based heuristic. Bouet et al12 formulated the
problem of minimizing the rental cost in terms of virtual deep packet inspection placement and then solved the problem
using a greedy placement strategy. Finally, in Kuo et al20 obtained the minimal rental cost using a chain deployment
algorithm based on the tradeoff between the path length and the VM reuse factor.

3

S Y ST E M ARCHIT ECT U R E AND MODEL

Figure 1 shows the detailed work flow of the service chain placement problem. As shown, the data center comprises a
group of PMs, where each PM has many VMs placed on it. One VM can only provide one kind of service. However, services
of the same type can be grouped together. When renting VMs to provide service chains, the cost paid by the consumers
is referred to as the server rental cost. In practice, this cost depends on many factors, such as the number of servers, the
price of each server, the utilization of each server, and so on.

FIGURE 1 Detailed work flow of service chain placement problem
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Symbol
M
N
C
P
dm,n
dis(c)
pmin
tmax
𝜇p
𝜆c
f(c)
w(p)
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Meaning
Number of service chains
Number of physical machines
Set of service chains
Set of physical machines
Network delay from PM m to PM n
Summary network delay of service chain c
Minimum probability that
end-to-end delay can be bound by tmax
Maximum end-to-end delay
Processing speed of PM p
Traffic of service chain c
Services in service chain c
Cost of PM p

TABLE 2 Key mathematical notations

Abbreviation: PM, physical machine.

This section presents the NLP model proposed in this study for optimizing the service chain placement problem, ie, to
determine the service chain placement which minimizes the server rental cost when placing all of the service chains onto
VMs subject to certain constraints end-to-end delay (e.g., 400 ms for VoIP service chain). In formulating the model, the
rental cost of each VM is assumed to depend on the processing speed (as specified by the data provided by Amazon and
the testing results reported by TPC-C23 ).
In practical applications, the end-to-end delay constraints are designed based on the particular consumer requirement.
For example, the end-to-end delay must not exceed 400 ms for VoIP, 150 ms for business usage, and 20 ms for a good
QoS Cisco.24 Table 2 lists the main notations used in the present study. As shown, the set of service chains to be placed
is denoted as C, while the number of service chains is denoted as M. Similarly, the set of PMs within the data center is
denoted as P, while the number of machines is denoted as N. The network delay from PM m to PM n is denoted as dm,n
and is determined by the number of hops between them. Each service chain should lie completely within an end-to-end
delay constraint denoted as tmax . In particular, each service chain must be completed with a minimum probability that
tmax can be satisfied equal to pmin . Finally, the processing speed of PM p is denoted as p, while the traffic load of service
chain c is denoted as 𝜆c .
As described above, the service chain placement problem is formulated in the present study as a NLP problem, in which
the objective is to obtain the minimum server rental cost, ie,
)
(
∑∑∑
Fi,𝑗,p ∗ w(p) ,
Min

(1)

i∈C 𝑗∈𝑓 (i) p∈P

where Fi,j,p is limited to a value of either 0 or 1 (denoting whether service j of service chain i is placed on PM p or not). In
addition, w(p) is the rental cost for PM p, and is calculated as
w(p) = CTp ∗ Vp ,

(2)

where Vp is the number of VMs in PM p and CTp is the VM rental cost. Service j of service chain i can only be placed on
one PM, ie,
∑∑∑
Fi,𝑗,p = 1.
(3)
i∈C 𝑗∈𝑓 (i) p∈P

The end-to-end delay of a service chain, mc(c), comprises two parts, namely, the server delay, svd(c), and the network
delay, dis(c), ie,
mc(c) = svd(c) + dis(c).

(4)

The server delay, svd(c), is the total delay time incurred by service chain c at all the PMs used, and is given by
svd(c) =

∑∑
𝑗∈𝑓 (c)p∈P

Fc,𝑗,p ∗ dela𝑦(p),

(5)
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where delay(p) is the delay time at PM p and is determined by two characteristics of the PM, namely, the processing speed,
𝜇p , and the traffic load 𝜆h derived from service chain h. From M/M/1 queuing theory, the delay time can be computed as
(Kumar et al25 )
1
dela𝑦(p) =
.
(6)
∑ ∑
𝜇p − h∈C g∈𝑓 (h) ∗ Fh,g,p ∗ 𝜆h
The network delay of service chain c, dis(c), can be expressed as
dis(c) =

∑

dm,n ,

(7)

(m,n)∈loc(c)

where loc(c) denotes the PM location of service chain c and dm,n is the network delay from PM m to PM n.
The minimum probability pmin of the traffic flow satisfying the end-to-end delay constraint tmax can be derived from the
Chebyshev inequality formula as
(tmax − mc(c))2
≥ pmin .
(8)
(tmax − mc(c))2 + mc2
In the present study, the NLP described above is solved using the Basic Open-source Nonlinear Mixed Integer programming (BONMIN) tool (Bonami26 ) based on a branch-and-bound algorithm. For illustration purposes, assume that there
exist three PMs (PM1, PM2, and PM3) at the data center, and nine service chains (each containing four services) are to be
placed. In other words, a total of 36 services are to be placed onto the three PMs. In solving the placement problem using
the NLP model proposed in this study, the first service is simply placed randomly on one of the three PMs in order to
estimate the initial lower boundary for the first level of branches. The second service is then placed also randomly on one
of the three PMs to estimate the second lower boundary in the second level of branches. If a higher value of the second
lower boundary is obtained for one particular branch, calculations cease at this branch; otherwise, calculations continue
for the third service in the branch. The procedure continues in this way until all the services have been placed, at which
point, the current solution is taken as the optimal solution for the placement problem.

4

PERFORMANCE EVA LUAT ION

The performance of the proposed service chain placement model was evaluated by means of numerical simulations.
The BONMIN solver was implemented using A Mathematical Programming Language (AMPL27 ). In performing the
simulations, it was assumed that the PMs were heterogeneous (ie, the PMs at the data center were either all high-capacity
or all low-capacity machines, or a mixture of the two) and the network delay over the data link between each pair of
devices was constant.
As described in Yoon and Kamal,28 data centers typically organize PMs into a k-ary fat tree topology to deliver scalable
bandwidth at a lower hardware cost and to allow host communication at line speed. The present study considered a fat
tree topology with k = 4. In other words, as shown in Figure 2, four core switches were connected to four pods, where
each pod consisted of a two-layer switch connected to four PMs. The top layer contained two aggregation switches, while
the bottom layer contained two edge switches. Furthermore, within every pod, each edge switch was connected to all the
aggregation switches and two PMs.
Table 3 summarizes the default settings considered in the experiments. It is noted that the server rental costs of small,
medium, and large PMs are taken from the 3-year benchmark research of TPC-C and Amazon (Verbitski et al29 ) and are
based on the server processing speed. In addition, the end-to-end delay constraint, tmax , and minimum bound probability,
pmin , are defined in such a way as to prevent the end-to-end delay from being too long. The end-to-end delay constraint
indicates the maximum time that the end-to-end delay cannot exceed when completing the entire service chain. Meanwhile, the minimum bound probability indicates the percentage of service chains that can be successfully subject to the
end-to-end delay constraint. For example, a probability bound of pmin = 0.9 indicates that 90% of the data traffic is expected
to satisfy the end-to-end delay. For simplicity, the network delay incurred within the same PM is ignored. In other words,
the network delay depends only on the number of hops between PMs. The network delay for one hop was set as 1 ms.
Thus, for four hops between P1 and P4, the total network delay was calculated as to 4 ms.
The numerical analysis focused on five issues, namely, (a) the server heterogeneity, (b) the operating utilization rate,
(c) the effects of QoS relaxation, (d) the server location, and (e) the degree of repetition in the service chains. It is noted

WANG ET AL.

7 of 14

FIGURE 2 4-ary fat tree topology
Parameter
One hop network delay
PM number
Traffic
Server rental cost

Server processing speed

Average service chain length
The number of service chains
Max end-to-end delay (tmax )
Bound probability (pmin )

Value
1 ms
16
100 requests/s
0.11 USD/hour (small)
0.44 USD/hour (medium)
0.88 USD/hour (large)
1807 requests/s (small)
4597 requests/s (medium)
5971 requests/s (large)
4
10
20 ms
90%

TABLE 3 Default simulation settings

Abbreviation: PM, physical machine.

that these issues have not been previously discussed in the literature, and hence, a direct benchmarking of the present
results is not possible.
The system performance was evaluated using four metrics: (a) the server rental cost, ie, the total rental cost of all the VMs
operated in the PMs; (b) the server delay, ie, the average delay time of a service chain incurred by all its computations; (c)
the network delay, ie, the average delay time of a service chain incurred by all its communications; and (d) the end-to-end
delay, ie, the sum of the server delay and network delay for the same service chain.

4.1

Example run

Figure 3A shows the nine service chains considered in the example run of the proposed model. (Note that pmin is set
as 90%.) The simulation run was designed to explore the effect of the server heterogeneity on the server rental cost.
Three scenarios were considered, namely, (a) high-capacity PMs—six high-capacity PMs; (b) hybrid capacity PMs—four
high-capacity PMs and five low-capacity PMs; and (c) low-capacity PMs—15 low-capacity PMs. In accordance with
Table 3, the price ratio of the low-capacity PMs to the high-capacity PMs was set as 1:4, while the processing speed ratio
was set as 2:5.
For the case of high-capacity PMs (see Figure 3B), placing the same type of services on the same VM does not result in
a high server delay. The VM sharing ratio (ie, the ratio of saved VMs to the maximum number of VMs) can therefore be
increased to a maximum in order to reduce the server rental cost. Thus, as shown in Figure 4, only 18 VMs are required for
the 36 services; resulting in a VM sharing ratio of 18∕36 = 50%. However, as the VM sharing ratio increases, the services
within the same service chain may not be located close to one another, and hence, the network delay increases. For the
low-capacity scenario (see Figure 3C), placing too many services on a single PM increases the server delay dramatically.
The VM sharing ratio is thus equal to just 25% (see Figure 4). However, the network delay must be reduced in order to

8 of 14

WANG ET AL.

FIGURE 3 Example run

FIGURE 4 Intermediate results for server
heterogeneity

satisfy the end-to-end delay constraint. Consequently, the services within each service chain must be placed close to one
another. For the hybrid capacity scenario (shown in Figure 3D), the services are placed preferentially on the low-capacity
PMs in order to minimize the rental cost. In particular, only 1/10 of the services are placed on high-capacity PMs.

4.2 Server heterogeneity: The rental cost ratio between high-capacity PMs, hybrid PMs,
and low-capacity PMs should be 4:2:1
Experiments were performed to examine the effect of the server heterogeneity on the service chain placement decision.
Three scenarios were considered: (a) high-capacity PMs: using only high-capacity PMs for service chain placement; (b)
hybrid PMs: using a mixture of high-capacity PMs and low-capacity PMs for service chain placement; and (c) low-capacity
PMs: using only low-capacity PMs for service chain placement. The experiments were performed using the same setup as
that described for the example run above. The results of a statistical analysis revealed that 32 VMs were necessary in all
three scenarios. In general, the server rental cost of the high-capacity PM set is much higher than that of the low-capacity
PM set since the cost ratio between the two types of PM is 8:1, whereas the capacity ratio is only 3.5:1. Thus, the results
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FIGURE 5 Effects of server
heterogeneity and system utilization

presented in Figure 5A suggest that when placing the same service chains, the server rental cost ratio of the PM sets with
high, hybrid, and low capacity, respectively, is equal to 4:2:1.

4.3 Operating utilization rate: The operating utilization rate should be limited to 55%
in order to minimize the rental cost
Further experiments were performed to examine the relationship between the server rental cost and the operating utilization rate under three different end-to-end delay constraints, ie, tmax = 20, 150, and 400 ms, respectively. The utilization
rate depends on the traffic of the service chains. As shown in Figure 5B, the server rental cost increased as the utilization
rate increased from 0.18 to 0.72 under all three end-to-end delay constraints. Moreover, for a constant utilization rate, the
server rental cost increased with a stricter end-to-end delay.
For a system utilization rate greater than 0.54, the end-to-end delay constraints of tmax = 20 ms and tmax = 150 ms
could not be achieved, which implies that insufficient resources were available for service chain placement. In general,
the results presented in Figure 5B are reasonable since it is intuitively more difficult to satisfy a stricter end-to-end delay
constraint, and hence, more PMs are required to handle the traffic. As a result, the server rental cost increases. Furthermore, under a stricter end-to-end delay constraint, a greater utilization increase results in a more rapid increase in the
server delay. Overall, the results presented in Figure 5B show that the rental cost increases dramatically as the utilization rate increases beyond 55%. Thus, it is suggested that operators limit the maximum utilization rate to less than 55%
in order to minimize the rental cost.

4.4 QoS relaxation: The rental cost drops by 20%, 30%, and 32% as the delay constraint is
relaxed from 40 to 60, 80, and 100 ms, respectively
Experiments were performed to examine the relationship between the server rental cost and tmax so as to determine the
optimum service chain placement under different probability boundaries, pmin . In performing the simulations, tmax was
varied from 20 to 100 ms, while the probability boundary was varied from 0.3 to 0.9 in uniform intervals of 0.2.
As shown in Figure 6, the server rental cost decreased under a looser end-to-end delay constraint for all values of the
probability boundary due to a corresponding increase in the VM sharing ratio. A high VM sharing ratio indicates that the
same type of service belonging to different service chains can be placed on the same PM. However, as shown in Figure 6,
the server rental cost remained constant as the end-to-end delay constraint was increased beyond 100 ms since by this
point, all of the VMs that can be shared have been put together. An inspection of Figure 6 shows that for a probability
boundary of 0.9, the rental cost decreases by 20%, 30%, and 32% as the end-to-end delay constraint is relaxed from 40 to
60, 80, and 100 ms, respectively. Notably, the change in the rental cost as tmax is relaxed from 20 to 40 ms is very small
since both constraints are already very tight, and hence, very little latitude exists for further reductions in the rental cost.

4.5 Server location: The rental cost decreases by 25% when the high-capacity VMs are
decentralized rather than centralized
Further simulations were performed to examine the effect of the server location on the rental cost. The simulations used
a fat tree topology to connect the PMs and considered three different physical arrangements of the servers, as shown
in Figure 7A, in which L denotes the high-capacity PMs (large PM) and S denotes the low-capacity PMs (small PM).
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FIGURE 6 The effects of delay constraint tmax

FIGURE 7 Effects of server location
of physical machines (PMs)

The results presented in Figure 7 show that for utilization rates in the range of 0.15 to 0.60, the server arrangement in
scenario 3 (ie, decentralized high-capacity PMs) results in the lowest server rental cost since fewer services are placed
on the high-capacity PMs. In particular, the statistical results show that 59% of the services are placed on high-capacity
PMs in scenario 1, whereas 54% of the services are placed on high-capacity PMs in scenario 2, and just 44% are placed
on high-capacity PMs in scenario 3. Overall, the results show that the server rental cost reduces by around 25% when the
high-capacity PMs are moved from a centralized arrangement (scenario 1) to a decentralized arrangement (scenario 3).

4.6 Service repetition in service chains: The rental cost increases by 40% as the service
repetition rate is increased from 0 to 2
A final series of experiments was performed to examine the effect of the service repetition rate on the server rental cost
under different end-to-end delay constraints. The service repetition rate describes the similarity between different service
chains, with a high repetition rate indicating that many of the sub chains are the same. For example, service chains
{S1-S2-S3-S4, S2-S3-S4-S5, S1-S2-S4-S5} have a high service repetition rate. In performing the simulations, the repetition of
the various services was modeled using the Zipf distribution function (Adamic and Huberman30 ). In particular, a service
repetition equal to 0 indicates that all of the services have the same emergence frequency, while a higher value of the
service repetition indicates that services with a higher emergence frequency are centralized in fewer services. For example,
for the service chains (S1-S2-S3), (S1-S2-S4), and (S1-S2-S5), the services of the three chains are centralized in S1 and S2.
The results presented in Figure 8A,B show that as the service repetition rate increases from 0 to 2, the corresponding
increase in the VM sharing ratio causes the server rental cost to decrease by 10% and 40% under the strictest and loosest
end-to-end delay constraint conditions, respectively. Furthermore, as tmax increases from 20 to 400 ms, the server rental
cost decreases by 12% and 27% under service repetition rates of 0.5 and 1.5, respectively. Notably, the VM sharing ratio is
close to 0 under service repetition rates of 0.5, 1, and 1.5 when tmax = 20 ms. This finding implies that only limited VM
sharing can be achieved under strict end-to-end delays. However, under more relaxed end-to-end delays, a high service
repetition rate results in a lower server rental cost.
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FIGURE 8 Effects of heterogeneity
on service repetition rate

FIGURE 9 Solution time comparison of chain placement first (CPF) and
nonlinear programming (NPL) optimization algorithms

FIGURE 10 Accuracy comparison of chain placement first (CPF) and
optimization algorithms

4.7

Heuristic method

For small-scale problems such as those considered above, the service chain placement problem can be solved relatively
easily using the NLP BONMIN solver. However, for typical large-scale problems involving up to 256 PMs, for example,
the solution time may be as long as 6 hours. This is clearly impractical for real-world service chain placement scenarios.
Consequently, this section of the paper proposes a heuristic algorithm designated as common sub-CPF to reduce the
solution time.
The pseudocode of the proposed algorithm is presented in Algorithm 1. As shown, the algorithm takes the service
chains and PM capacities as inputs and provides the PMs deployed to each service chain as the output. The main aim
of the algorithm is to place common sub chains on the high-capacity PMs such that they can be shared by many service
chains. Furthermore, high-capacity VMs are created on high-capacity PMs such that they too can be reused in order to
save the server rental cost.
The CPF algorithm comprises five steps. The first step calculates the weights of the individual sub chains. Note that all
possible sub chains are considered. For example, service chain S1-S2-S3-S4 comprises six possible sub chains, ie, S1S2,
S2S3, S3S4, S1S2S3, S2S3S4, and S1S2S3S4. (Note that sub chain S1S2 is regarded as being the same as sub chain S2S1.)
Having identified all possible sub chains, the weights of the sub chains are calculated based on their quantities. For
example, the weight of S2S3 is calculated as 2 since it exists in two service chains.
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The second step computes the service chains' scores based on their sub chain weights. The third and fourth steps sort
the service scores and PM capacities, respectively, in descending order. Finally, the fifth step selects the service chain with
the highest order and places it on the PM with the highest capacity. The next service chain is then selected and added to
the same PM. If the service chain cannot be allocated to the PM since it lacks sufficient capacity, it is added instead to the
PM with the next highest capacity. The allocation process continues in this way until all of the service chains have been
allocated to a PM.
As shown in Figure 9, when solving a large-scale problem (eg, 256 PMs), the NLP optimization algorithm proposed in
Section 3 requires approximately 6 hours to complete. By contrast, the CPF algorithm requires just 48 minutes. In other
words, the solution time is reduced by around 86%. Notably, the results presented in Figure 10 show that the performance
improvement is obtained at the expense of an accuracy reduction of no more than 8%.

5

CO N C LU S I O N

In assigning service chains to VMs, the server rental cost may increase dramatically if the service chains are not properly
placed. Accordingly, this paper has proposed a NLP model to solve the service chain placement problem in such a way as
to minimize the total server rental cost while simultaneously satisfying the end-to-end delay constraint. Traditionally, the
server delay is assigned a constant value when solving the service chain placement problem. However, in practical environments, the delay is not constant but varies depending on the number of VMs used and the traffic load. Consequently,
in the present study, the server delay has been modeled using M/M/1 queuing theory. The placement problem has then
been solved using a branch-and-bound optimization algorithm.
The simulation results support five main observations. First, the cost ratio of PMs with high, hybrid, and low capacity
should be set as 4:2:1. In other words, in solving the placement problem, low-capacity PMs are preferred subject to the
proviso that the end-to-end delay constraint is still satisfied. Second, the rental cost increases dramatically as the utilization rate increases beyond 55%. Third, the rental cost reduces by 20%, 30%, and 32% as the end-to-end delay constraint is
relaxed from 40 to 60, 80, and 100 ms, respectively. Fourth, the rental cost decreases by 25% when the high-capacity PMs
are decentralized. Finally, the rental cost reduces by 40% as the service repetition rate increases from 0 to 2.
Future studies will develop further heuristic algorithms for the service chain placement problem based on the analysis
results obtained in the present study. In addition, a more detailed model will be developed to take account of the effect of
the traffic load on the network delay. In general, using the management plane alone is insufficient to react to rapid traffic
changes. The present study has shown that the proposed common sub-CPF algorithm provides the ability to reduce the
solution time by up to 86% compared with the NPL optimization method with an accuracy reduction of no more than
8%. Consequently, future studies will aim to combine the routing algorithm used in the system and the CPF algorithm so
as to gain the advantages of both the management plane and the control plane, respectively, in solving real-world service
chain placement problems.
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